These notes are courtesy of Dr. Tom Belin
Notes on multiple comparisons procedures
     As we have discussed, concern arises if we carry out many tests when there are truly no differences across groups, as we could obtain significant-looking results by chance.  One can bound the probability of at least one false finding of significance using the Bonferroni inequality or special distributions designed to accommodate multiple comparisons.

Bonferroni inequality

     Consider binary events A1 and A2 (success/failure random variables).  Define p1 = P(A1 is success), p2 = P(A2 is success), and also define joint probabilities of success/failure combinations on A1 and A2 as in the following table:






     A2




Success
Failure
  |      Total



Success
    p11

    p10
  |
p1
              A1





  |



Failure

    p01

    p00
  |      1 – p1




___________________|________








  |



  Total

   p2

  1 – p2
  |
1








  |

Note that the probability of at least one success between A1 and A2 is (p11 + p10 + p01), which is equivalent to (p1 + p2 – p11), which is ( (p1 + p2).  This is the Bonferroni inequality for two events:  the probability of at least one success is less than or equal to the sum of the separate (marginal) probabilities of success.  Letting “success” be characterized by a “false finding of significance”, the general argument can be applied to settings where multiple hypothesis tests are being carried out.

     To extend the idea to a larger number of events, consider adding a third event.  Then 

P(at least one success in 3 events) = P(at least one success in the first 2 events) + p001 where

p001 is the probability of failure on the first 2 events followed by success.  Since P(at least one success in the first 2 events) ( (p1 + p2) and p001 ( p3 (i.e., the marginal probability of success on the 3rd event), then we have P(at least one success in 3 events) ( (p1 + p2 + p3).  The same logic can be used to extend the Bonferroni inequality to an arbitrary number of events.

     An application of this idea is that if one wants the probability of at least one false finding of significance across  k  hypothesis tests to remain less than the “experiment-wise error rate” (, then one can accomplish this by carrying out each test at the (/k level of significance.

Tukey procedure

     Other ideas for addressing multiple comparisons involve considering specific sets of comparisons.  Consider the set of all pairwise comparisons between (i  and (i( for i ( i( .  For example, among r = 4 groups, we could consider 6 pairwise comparisons between group means:



H01:  (1 = (2  


H04:  (2 = (3  



H02:  (1 = (3  


H05:  (2 = (4  



H03:  (1 = (4  


H06:  (3 = (4  

Tukey derived a special distribution which could be tabled for the “studentized range”

Suppose we have r independent observations Y1 , Y2 , ... , Yr ~ N((, (2).  Let


W = max(Yi) – min(Yi), 

and let  q(r,() = w/s   where s2 estimates (2 with ( degrees of freedom.  [Note that the distribution of the statistic q(r,() will necessarily depend on r and (.]  The Tukey procedure for pairwise comparisons is to base confidence intervals for ((i - (i() on 
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Scheffé procedure

     An alternative approach represented by the Scheffé procedure is to view the family of comparisons under consideration as the set of all possible contrasts among group means (as opposed to all pairwise comparisons among group means).  An idea for bounding the experiment-wise error rate across this set of contrasts is based on developing a confidence region/set for the multivariate mean.  The procedure can be characterized as follows:  For
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In practice, the Scheffé procedure is the most conservative multiple comparison procedure in that it is least likely to reject H0.  This comes from “spending” a portion of the alpha in all possible directions across which the group means may differ, which induces wider confidence bounds than would be required if we restricted attention to one or a few directions.  (One might think of the Scheffé procedure as the “sign test” of multiple comparison procedures, with the meaning of that expression stemming from the fact that the sign test is the most conservative approach to testing for differences in location between two groups.)

Bonferroni procedure

     If one views the family of comparisons under consideration as any set of  m  tests or contrasts specified in advance, the Bonferroni procedure involves testing each at the (/m level using the reference level tn-r(1-(/2m) to execute a two-tailed test.  This approach ensures that the probability of at least one false finding of significance remains ( (.

Holm procedure

     An ingenious modification of the Bonferroni idea (although a seldom-used approach) known as the Holm procedure similarly views the family of comparisons as a set of m tests/contrasts specified in advance.  The procedure involves:  

(1)  Rank p-values from smallest to largest, 

(2)  Test the smallest p-value at the (/m level, then let k=1

(3)  If result is significant, then proceed to (4), else go to end,

(4)  Test next most significant p-value at the (/(m-k) level,

(5)  Let k = k+1, then go to (3)

(6)  End.

This approach spends ( slightly differently from Bonferroni procedure in a way that is slightly more likely to identify significant results.  Other procedures similarly consider the rank-ordering of group means and take advantage of mathematical relationships to improve the sensitivity of hypothesis tests (i.e., to make them more likely to correctly reject H0).

Fisher’s Least Significant Difference (LSD)

     A procedure not described in detail in the. text but that is widely known and sometimes used is Fisher’s Least Significant Difference approach.  The procedure is to declare the difference between group means to be significant if 
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As stated, this procedure would not necessarily protect the probability of at least one Type I error from exceeding (, so can modify this approach by using  (/(# of comparisons), which might be called the “protected” Fisher’s LSD procedure.

Student-Newman-Keuls (SNK) procedure

     An example of an approach that takes advantage of relationships among ordered group means is the Student-Newman-Keuls, or SNK procedure.  This approach makes use of Tukey’s studentized range distribution, but makes use of the number of “steps” between group means.

     For example, suppose we were to observe the following sample means across 5 groups:

Rank order

  1
  2
  3
  4
  5

Mean


450
472
485
488
502
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One could test group 1 versus group 5 using
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and could test group 1 versus group 4 using
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and so on.  In contrast, the Tukey procedure uses q(5,() for all comparisons.  The SNK procedure thus relaxes the standard for significance depending on the number of steps difference between group means.

     In terms of its statistical properties, the SNK procedure has neither a guaranteed “experiment-wise” error rate nor a “per-comparison” error rate, but it is less conservative than the Tukey procedure in finding significant results while still affording some protection against false findings of significance.

Duncan’s multiple-range test

     The procedure known as Duncan’s multiple-range test, which is not uncommon in applications, extends the SNK procedure based on the following argument:  Since experimenters typically have no reservations breaking down comparisons among  r  group means into (r-1) orthogonal contrasts, which already relaxes the experiment-wise error rate (, why would be not be willing to allow for a similar risk of false findings of significance in general?  The procedure is like the SNK procedure in looking at ordered group means, with separate critical values from the studentized range distribution depending on the number of steps difference between the ordered group means, except where the SNK procedure still uses ( as the significance level in looking up critical values from the reference distributions, the Duncan procedure uses the “protection level” = 1 – (1-()r-1.  The protection level decreases as the number of groups  r increases.  For example, if r = 3, then 1 – (1-()r-1 = 1 – 0.9025 = 0.0975, and one would use the quantile of the q(3,() distribution that cuts off 0.0975 in the upper tail for significance.  Results from Duncan’s procedure, which among multiple-comparison procedures is among the most likely to identify significant results, are typically displayed in a way that allows one to ascertain quickly which group means are significantly different from which other group means.  For example, results across three groups, whose means are in increasing order, might be displayed:


Group

  1

2

  3




AAAAAAAAAA








BBB

This output would be interpreted that the mean of Group 1 is not significantly different from the mean of Group 2, since a common letter (A) is shared by Groups 1 and 2 in the display; but the means of Groups 1 and 3 are significantly different, as are the means of Groups 2 and 3, because they do not share a letter in the output.  In contrast, a different set of results would be


Group

  1

2

  3




AAAAAAAAAA






BBBBBBBBBBBB

Here, the means of Groups 1 and 2 are not significantly different, the means of Groups 2 and 3 are not significantly different, but the means of Groups 1 and 3 are significantly different.

An “omnibus” approach to multiple-comparisons issues, and considerations when the number of tests gets large

     Other approaches carry out comparisons without at first worrying about multiple-comparisons issues (i.e., let the number of tests performed be driven by the scientific imperatives of what questions are interesting rather than by a mathematical framework that suggests limiting the number of queries) and then trying to address the multiple-comparisons issue in an omnibus or overall fashion.  For example, if one carries out 100 tests at ( = 0.05 and one obtains 64 significant results (versus what one would expect by chance, namely 5 significant results), then although there might be some false findings of significance lurking within the 64 significant results, it seems prohibitively unlikely that all 64 findings are false findings of significance.  When the number of potentially interesting scientific questions gets large as in this setting, the criterion of trying to bound the probability of at least one false finding of significance may lose relevance.

The “false discovery rate” of Benjamini and Hochberg

     Benjamini and Hochberg (1995, Journal of the Royal Statistical Society B, 57:289-300) recommend an alternative to approaches based on controlling the family-wise error rate that instead control the “false discovery rate,” i.e., the expected proportion of false findings of significance.  They consider the number of errors committed when testing m null hypotheses, of which m0 are actually true, using the following 2(2 table:





     Declared

Declared







 non-significant
significant

Total

True null hypotheses


U

      V


  m0
False null hypotheses


T

      S


m-m0
Total



         m – R

      R


   m

where R is the (observable) number of hypotheses rejected, while S, T, U, and V are not observable.  The family-wise error rate can be expressed as P(V ( 1), i.e., the probability of at least one false finding of significance.  The false discovery rate (FDR) is conceptualized as the expected value of V/(V+S), i.e., the expected proportion of rejected hypotheses that are erroneously rejected.  It turns out that if all null hypotheses are true, then the FDR is equivalent to the family-wise error rate, while when m0 < m, the FDR is less than or equal to the family-wise error rate, translating into a potential gain in power.  A straightforward procedure for controlling the FDR when testing H1, H2, ..., Hm is as follows:  

(1)  Calculate the p-values for each separate test, p1, p2, ..., pm,  let p(1), p(2), ..., p(m) be the ordered p-values, and let H(i) be the null hypothesis associated with p-value p(i).

(2)  Let k be the largest i for which p(i) ( (i/m) q* for some q*, and reject all H(i) for i = 1, 2, ..., k.

This procedure controls the FDR at level q* for any configuration of false null hypotheses, and does not require independence of the test statistics for different hypotheses.  The authors give an example of a study that produced the following p-values across 15 comparisons:

0.0001, 0.0004, 0.0019, 0.0095, 0.0201, 0.0278, 0.0298, 0.0344, 0.0459, 0.3240, 0.4262, 0.5719, 0.6528, 0.7590, and 1.0000.

A Bonferroni approach to this setting would control the family-wise error rate using the 0.05/15 = 0.0033 level, which would reject the null hypothesis for the three smallest p-values above.  The Benjamini and Hochberg procedure with an FDR of 0.05 would compare the 15 ordered p-values with (1/15)(0.05, (2/15)(0.05, ..., (15/15)(0.05, i.e.,

0.0033, 0.0067, 0.0100, 0.0133, 0.0167, 0.0200, 0.0233, 0.0267, 0.0300, 0.0333, 0.0367, 0.0400, 0.0433, 0.0467, 0.0500

As can be seen, this approach would reject the hypothesis associated with the 4th-smallest p-value of 0.0095 as well, since 0.0095 < 0.0133.

     A related graphical strategy for evaluating significance levels across many tests was proposed by Schweder and Spjotvoll (1982 Biometrika, 69:493-502), who use the idea that if all null hypotheses are true, then the p-values should be uniformly distributed on (0,1).  Departures from such a pattern using a q-q plot can offer some insight into approximately how many of the p-values are significant.  But the FDR procedure is now better known and has broader acceptance.
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